Learning in a unidimensional absolute identification task

JEFFREY N. ROUDER, RICHARD D. MOREY, NELSON COWAN, and MONIQUE PFALTZ
University of Missouri, Columbia, Missouri

The goal of this paper is to document that people learn in an absolute identification task with unidimensional stimuli. We provide clues as to how this learning is possible despite the conventional wisdom that learning does not happen in these tasks with these stimuli. Under ordinary circumstances, learning is not surprising. People learn to identify new people, places, objects, and words. Our ability to learn can be characterized as unbounded, in that if we devote a sufficient amount of time and effort, we can learn an arbitrary number of new items to a very high degree of precision. For example, high school students may learn hundreds of new SAT vocabulary words, medical students may learn hundreds or thousands of new anatomical terms, and college professors eventually learn students' names. Although the rates of learning vary, there appears to be no known magic number that limits the amount we can learn. In the extreme, the conjecture of unbounded learning may be false, since we are material and finite. However, this is irrelevant; to first approximation, the notion of unbounded learning serves as a useful characterization for many domains.

There are domains, however, in which the unbounded learning conjecture fails dramatically. One much-studied example is that of unidimensional stimuli—stimuli that vary on a single physical dimension. Examples of unidimensional stimuli include lines of varying length and tones of varying intensity. Throughout the 1950s, researchers documented that people were exceedingly poor at learning unidimensional stimuli, often learning no more than about seven items (Hake & Garner, 1951; Miller, 1956; Pollack, 1952; Shiffrin & Nosofsky, 1994). The prevailing characterization is that with increasing practice, performance quickly reaches a low-level asymptote and improves no more (Lacouture, Li, & Marley, 1998; Shiffrin & Nosofsky, 1994). For example, Shiffrin and Nosofsky wrote:

Surely, one imagines, if one spends enough time rehearsing and practicing, perfect performance should eventually be achieved. Such an effect has never been demonstrated in the experimental literature, however. As an anecdotal example, Robert M. Nosofsky started his research career around 1980 in the acoustical laboratory of David Green and R. Duncan Luce, two researchers who happened at the time to be studying absolute identification of loudness (among numerous other discrimination and magnitude estimation processes). As a cocky young graduate student, Nosofsky “knew” that with a bit of practice, he could surely learn to perfectly identify a set of twelve loudnesses. After locking himself in one of Green’s sound-proof booths for several weeks, and hearing tone after tone after tone, his absolute identification performance remained unchanged. He did succeed, however, in increasing substantially his need for psychotherapy. (p. 357)

This prevailing characterization of severe learning deficits in unidimensional stimuli concords with a modal view of memory and identification. Miller (1956) wedded short-term memory and absolute identification in his classic paper about the magic number seven. Seven described the capacity of chunks in short-term memory tasks as well as the number of unidimensional stimuli that can be distinguished in absolute identification tasks. On the basis of this numeric commonality, Miller raised the possibility that there is a common capacity-limited mechanism underlying both domains. This conjecture of a common mechanism can be combined with Atkinson and Shiffrin’s (1968) distinction between short- and long-term memory. In this modal view, unidimensional stimuli are not stored in long-term memory. Instead, they can only be held in short-term memory (e.g., Marley &
Cook, 1984). Poor unidimensional absolute identification performance directly reflects the capacity limits of short-term memory. With these stimuli, there is no long-term improvement with practice because there is no opportunity to store stimulus-specific information (i.e., the perceived value of a stimulus on a relevant dimension) in long-term memory. This inability to store stimuli in long-term memory is unique to unidimensional stimuli. More complex relationships can be stored and used subsequently in object recognition. An example of an object recognition theory that postulates representation of only multidimensional primitives is Biederman’s (1987) recognition-by-components theory.

In accordance with this modal view, we expected performance to reach asymptote within a hundred trials or so. We found, however, that this was not the case. Our well-motivated participants were still improving after thousands of trials of practice. We explain our results with a revision of the modal model in which practice improves short-term processing. Our results further suggest that this improvement reflects improved encoding of the length of the stimulus rather than rote memorization of stimulus–response associations. Our results with absolute identification are analogous to those of Ericsson, Chase, and Faloon (1980) with immediate serial recall, which indicate that extended practice raises digit span from 7 random digits to 79. In both cases, learning reflects improved short-term processing rather than rote memorization of the entire stimulus set. It is in this type of improvement, rather than in Miller’s (1956) magic number 7, that we found commonality between the task domains.

METHOD
Participants
Participants were two of the authors (R.M. and M.P.) and an unaffiliated volunteer who was monetarily compensated for his time (D.M.). All 3 participants were highly motivated and took the challenge of learning the sets of line lengths with the utmost seriousness and determination.

Stimuli
Three sets of line lengths were constructed (Table 1). The small, medium, and large sets consisted of 13, 20, and 30 line lengths, respectively. In all of the sets, increments between line lengths increased as a power function (Stevens, 1975) with an exponent of 3.5. Figure 1 depicts line lengths in the large set. The 17-in. display was programmed to 640 × 480 pixel mode. Each pixel measured .5 mm, and the participants sat approximately 50 cm from the display. To ensure that the edge of the monitor could not be used as a relative size cue, we varied the location of the line center, which was chosen randomly from a uniform distribution over the 22 × 22 pixel center-most box. With this random variability, the distance between the line endpoints was the only reliable indicator of length.

Design and Procedure
The experiments were absolute identification tasks in which the smallest line of the set was paired to the numerical label “1,” the next to “2,” and so on. A trial began with a blank screen. After a 500-msec foreperiod, a line length was displayed and remained present until the end of the trial. The participant depressed the key with the chosen numerical label. For correct responses, the participant received a pleasant-sounding sequence of a 500-Hz tone followed by a 1000-Hz tone. For incorrect responses, the participant saw the message “Try again,” and responded again. If this second response was correct, the participant received the pleasant-sounding sequence. Otherwise, the correct response number was displayed under the line for 500 msec. Second responses were allowed to increase participants’ perceived performance levels, and hence their overall morale. Unless indicated, analyses are from the first response only. Each block consisted of 65 trials (Experiment 1) or 72 trials (Experiments 2 and 3). Preceding each block was a display similar to that of Figure 1, showing all of the stimulus–response pairings. Following a block, participants took a minute-long break. Sessions, which were performed on consecutive weekdays, comprised 10 blocks of trials. Sessions lasted about 90 min.

Experiment 1. Participants R.M. and M.P. identified the small set of 13 line lengths for 5 and 10 consecutive sessions, respectively. Participant R.M. reached ceiling after 5 sessions, prompting early termination of the experiment. He returned 9 days later to complete an additional 6th session. The use of a 9-day retention interval allows us to assess the medium-term retention of learning.

Experiment 2. After taking part in Experiment 1, Participants R.M. and M.P. identified the medium set of 20 line lengths for 4 and 10 sessions, respectively. Once again, the experiment was terminated because of R.M.’s early ceiling-level performance.

Experiment 3. After taking part in Experiment 2, Participants R.M. and M.P. identified the large set of 30 line lengths for six and seven sessions, respectively. Participant D.M. identified the large set for seven sessions.

RESULTS
Results are provided in four separate analyses: (1) overall learning, (2) serial position curves, (3) savings across rest intervals, and (4) trial-by-trial sequential effects. These analyses together document learning and suggest a locus for the effect.

Overall Learning
The main result obtained for all participants in all experiments is that of improvement from session to session. The left column of Figure 2 shows accuracy as a function of session for the first response. Improvements in overall session accuracy varied depending on the initial accuracy. For Experiment 3, in which all 3 participants had a moderate initial accuracy, the average per-
formance improved gradually from .42 to .70, a gain of .28. The open point in the top panel is from the delayed session for Participant R.M. He maintained his high level of identification performance even after a 9-day delay.

An alternative measure to percent correct is the number of transmitted bits per trial (Shannon, 1948). The middle column of Figure 2 shows bits transmitted as computed from the confusion matrices (Garner & Hake, 1951). The middle column shows transmitted bits on a log scale. Because transmitted bits constitute a log measure, it is convenient to use \(2^{\text{bits}}\) as a performance index. This index, termed equivalent correct, represents the number of stimuli that could be perfectly identified. In

Figure 1. Line lengths in the large set of 30 stimuli. Lengths were computed by a power function with an exponent of 3.5.

Figure 2. Accuracy and transmitted bits as a function of session in the three experiments. The left and center columns represent analyses of the first response; the right column shows analysis of the second response when the first one was incorrect. Solid, dashed, and dotted lines correspond to data from participants M.P., R.M., and D.M., respectively. The open circle in the top plots is from a session that occurred 9 days after the previous one. Error bars denote 95% confidence intervals.
Miller (1956) the magic number 7, as applied to absolute identification, refers to the equivalent correct measure. The left-hand axis of the middle column shows performance as measured with the equivalent correct index. Finally, the right-hand column shows performance on the second response after an incorrect first response. Learning is evident here too.

Serial Position Curves

Serial position curves are plotted in Figure 3. As is typical, performance was better in the extremes than in the middle. There was more learning in the middle of the range than at the extremes, although the effect for the smallest line lengths is difficult to interpret because of near-ceiling-level performance in all participants.

Although performance gains are in the middle ranges, it is difficult to rule out a ceiling effect for the more extreme stimuli.

Loss and Recovery

Given that our participants learned on a long-term basis, we assessed whether there was loss when participants were not performing the task. There were two such intervals, the 1-min breaks between blocks and the much larger intervals between sessions. Figure 4 shows performance in Experiment 3 on a trial-by-trial basis. The top panel shows performance before and after a 1-min break; the bottom panel shows performance before and after an intersession interval. The dashed line connects the data points, and the solid line smooths them (LOWESS algorithm, Cleveland, 1981).

In the top panel, performance on the first trial following a break is indicated with an arrow. Accuracy is lower (.50 vs. .58 baseline) but recovers within the next few trials. The first trial is the unique minimum, and the probability of this happening under the considered null hypothesis is 1 in 72, less than .05. There is a similar pattern following an intersession interval (first trial performance of .33 vs. .55 baseline), but it appears to be within sampling variability. Of course, the bottom graph suffers from low power (there were five intersession intervals and 54 breaks per participant). Overall, it appears that there may be losses associated with breaks, but recovery to baseline is much faster than initial learning, indicating a savings.

Sequential Effects

A possible locus for the learning phenomenon is suggested by the following analysis of trial-by-trial sequential effects. The existence of these effects is well documented in absolute identification (Lockhead & King, 1983; Luce, Nosofsky, Green, & Smith, 1982; Mori, 1998; Treisman, 1985; Ward & Lockhead, 1970). We define the error of a response as the difference between the response and the ordinal value of the stimulus. It is well known that a previous stimulus induces an assimilative bias—the response is biased in the direction of the previous stimulus. Figure 5 shows an analysis of sequential effects. The top panel shows mean error as a function of the ordinal distance between the current stimulus and the previous one. The overall finding of positive error for negative differences and negative error for positive differences indicates assimilation. The magnitude of these bias effects was unaffected by practice (solid lines denote performance averaged over the second and third sessions; dashed lines denote performance averaged over the fifth and sixth sessions).

Mean error is only one type of sequential-effect measure; we also document an effect in squared error. If the previous stimulus was close to the current one (and a little smaller than the current one), then error was reduced in magnitude and performance was improved (center and bottom panels of Figure 5). This trend is especially evident for the first few days and is similar to but stronger in magnitude than the one documented in by Luce et al., 1982. Increased practice affects performance overall, but it especially aids performance when the previous stimulus is far from the current one. One explanation for these findings is that the current trial is calibrated from the previous one. Calibrating from nearby stimuli is initially easier than from faraway stimuli, but with practice participants learn to better calibrate from faraway ones too. The effect of calibrating may be to add some assimilative bias but, more importantly, to reduce the variance of responses, and as a consequence, improve performance.

DISCUSSION

The preceding analyses show that although none of our participants achieved perfect levels of performance, all continued to learn for thousands of trials in the absolute identification of unidimensional stimuli. In the introduction, we noted that this is not the result expected in the field, and it directly conflicts with characteriza-
tions by Lacouture et al. (1998) and Shiffrin and Nosofsky (1994). Other authors have at least implicitly assumed there was no learning when aggregating their data across hundreds, even thousands, of trials (e.g., Gravetter & Lockhead, 1973; Hake & Garner, 1951; Luce et al., 1982; Ward & Lockhead, 1970). Perhaps they did examine learning and found none, or perhaps they aggregated without examination. In either case, none of these authors comments on the possibility of learning. Perhaps this oversight in the field results from an implicit comparison of performance to that with more complex, multidimensional stimuli. The learning documented here is painfully slow, especially in comparison with the rapid learning of words and objects. In comparison with the learning of these more complex stimuli, a lack of learning is a coarse approximation to our data. We are aware of only one other study that documents learning with unidimensional stimuli. Weber, Green, and Luce (1977) collected 12,000 observations per participant. Performance on the last 2,000 of these was about seven percentage points higher than that on the first 2,000.

Absolute identification of pitch is a related domain in which learning has been documented (see Takeuchi & Hulse, 1993). Pitch, however, is not analogous to line lengths because the psychological representation of pure tones is thought to be multidimensional, with octaves being closer than, say, sixths (Shepard, 1982). Perception of visual length and auditory intensity, on the other hand, is assumed to correspond to unidimensional psychological correlates (Durlach & Braida, 1969; Gravetter & Lockhead, 1973; Karpiuk, Lacouture, & Marley, 1997; Luce, Green, & Weber, 1976; Marley & Cook, 1984).

Although it is important to establish an accurate characterization of the results, it is equally important that they be used to address theory. We started this paper with the presentation of a modal model. Identification of unidimensional stimuli suffered from the same capacity limit as short-term memory because stimulus–response associations between unidimensional stimuli and assigned responses could not be formed or maintained in long-term memory. Almost all models of unidimensional identification subscribe, at least implicitly, to this modal view (e.g., Durlach & Braida, 1969; Gravetter & Lockhead, 1973; Lacouture et al., 1998; Luce et al., 1976; Marley & Cook, 1984; Treisman, 1985).

One alternative is to assume participants do have recourse to encoding specific stimulus–response paired associations (e.g., Haubensak, 1992; Siegel & Siegel, 1972). As practice occurs, participants would transition from a magnitude estimation strategy to one that is mediated by long-term stimulus–response associations. However, this view does not explain some of the interactions in the results: the observed sequential effects, which do not change with practice in terms of mean error, or the much greater improvement in performance on a particular line length when it is preceded by a dissimilar line length as opposed to a similar one. Further-
more, a long-term storage theory does not provide an explanation of the vastly different learning rates between simple and complex stimuli.

The learning result can be explained better with a relatively minor revision of the modal model. According to most theorists, performance on a trial involves what we term “calibrated magnitude estimation.” The basic idea is that participants estimate the line length and then map these estimates onto responses through a set of decision bounds. In some theories, bound placement is thought to vary on a trial-by-trial basis (Gravetter & Lockhead, 1973; Treisman, 1985). To explain the observed results, we hypothesize that without practice, the bounds are variable when the previous stimulus is far from the current one. However, with practice, participants are better at using the previous stimulus for calibrating responses for both nearby and faraway stimuli. This explanation, while speculative, is concordant with current models of unidimensional absolute identification (e.g., Marley & Cook, 1984; Purks, Callahan, Braid, & Durlach, 1980; Treisman, 1985).

This view of practice affecting short-term abilities is consistent with the seminal results of Ericsson et al. (1980), who found a remarkable improvement in short-term capacity, from 7 to 79 digits, with 230 hours of practice over 20 months. None of this increase can have been due to long-term retrieval of specific digit sequences because these were randomly chosen and always changing. Instead, Ericsson et al. argued that the tremendous gain was due to the development of on-line encoding skills. Their participant related sequences to plausible times it takes to run standard distances (e.g., 3,492 can be coded as 3 minutes, 49.2 seconds, a near-record time for the mile) or to ages (e.g., 893 can be coded as 89 years and 3 months, a very old man). The Ericsson et al. result shows the plausibility of practice improving short-term processes rather than implicating the existence of a long-term storage of specific stimulus–response pairings. Their dramatic demonstration raises the possibility that our participants could learn much more if they participated for 20 months. However, in the passage cited in the introduction, Shiffrin and Nosofsky
ROUDER, MOREY, COWAN, AND PFALTZ (1994) wrote that listening to the same stimuli for several weeks substantially increased Nosofsky’s need for psychotherapy. We fear that 20 months of line-length identifications would place participants beyond the reach of psychotherapy. More likely, though, participants would stop trying to improve and might therefore stop improving, as it has been argued that expertise in a new skill depends not merely on extended practice, but on deliberate practice, in which participants make unflagging attempts to improve performance strategies (Ericsson & Krampe, 1993).

In sum, our data are novel in that we document slow but steady learning in an absolute identification task with unidimensional stimuli. Practice results in a disproportionate improvement in performance when the previous stimulus is far from the current one. This context dependence of learning suggests to us that improvement occurred in short-term encoding abilities rather than long-term stimulus–response mappings, although the issue cannot be fully resolved with our data. We hope that comparisons between rates and loci of learning effects across different stimulus classes will provide continuing insight into the nature of human capacities and their limitations.

REFERENCES


NOTES

1. The exponent of 3.5 was chosen as follows. We picked the smallest and largest stimuli a priori. We then experimented with various exponents for the small set of 13 stimuli and found that with a value of 3.5, R.M. and M.P. could discriminate the smallest from the second-smallest stimuli in a discrimination task with 100% accuracy. They could do the same with the largest and second-largest stimuli.

2. The sequential effects analysis is based on Stimuli 9-22 and distances between the current and previous stimuli from ~8 to 8. This restriction ensures performance at each level of distance was based on the same stimuli.

(Manuscript received July 29, 2003; revision accepted for publication December 18, 2003.)